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ABSTRACT
We present a supervised dimensionality reduction technique suitable for visualizing multi-label images on a 2-D space. This method
extends the use of the well-known t-distributed stochastic embedding (t-SNE) algorithm to the case of multi-labels instances,
where the concept of partial relevance plays an important role.
Furthermore, it is applicable straightaway for weakly annotated
data. We apply our approach to generate 2-D representations of
Mayan glyph-blocks, which are groups of individual glyph-signs
expressing full sentences. The resulting representations are used to
place visual instances in a 2-D space with the purpose of providing
a browsable catalog for further epigraphic studies, where nearby
instances are similar both in semantic and visual terms. We evaluate the performance of our approach quantitatively by performing
classification and retrieval experiments. Our results show that this
approach obtains high performance in both of these tasks.
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INTRODUCTION

Visualizing high-dimensional data is a very challenging and interesting research topic, specially since human perception is constrained
to low-dimensional spaces, and thus it results difficult to make
sense of data above three dimensions [14, 15]. In particular, the estimation of low-dimensional representations must be subject to retaining the most relevant information from their high-dimensional
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Figure 1: Visualization of multi-label Mayan glyph-blocks
in 2-D. Nearby instances share, totally or partially, their individual glyph-signs.

counterparts, as well as to obtaining coherent structures in the
low-dimensional space, such that, further tasks like browsing and
retrieval could be performed properly [2].
In this work, we face the problem of representing multi-label
binary images on a 2-dimensional space. More precisely, instances
of Mayan glyph-blocks, which are groups of individual hieroglyphic
signs (a.k.a., glyph-signs) commonly found together in inscription
of the Maya writing system. The purpose of this 2-dimensional representation is that of helping build an online catalog that could allow
visually-based browsing of a collection of glyph-blocks, where the
proximity among them is driven by both their semantics and their
visual similarities. In particular, our dataset contains instances of
256 different individual glyph-signs, i.e., semantic classes, which
might or not be visually similar among them, and whose combination is somehow arbitrary, thus defining a virtually infinite set of
potential glyph-blocks. Furthermore, the instances in our dataset
are only weakly annotated, i.e., we know to which semantic class
each individual glyph-sign belongs to, but neither their bounding
boxes nor their pixel locations. Fig. 1 shows an example of the
ideal visualization of such complex glyph-block instances on a
2-dimensional space.
Some of the methods most commonly used to address this problem are: principal component analysis (PCA) [4], locally linear
embedding (LLE) [11], and t-distributed stochastic neighbor embedding (t-SNE) [15]. Among them, t-SNE stands out as it was
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conceived specifically with the purpose of replicating, in the lowdimensional space, the probability distribution of the distances
between elements in the high-dimensional space, putting special
attention on the most local neighboring structures for each element.
Another two characteristics that make t-SNE of special interest
are its logical intuition behind the mapping process and its relatively easy implementation [2]. However, one drawback of t-SNE
is that it only estimates low-dimensional representations, but pays
no attention on the separation of the semantic classes. This is, it
assumes such separation is already intrinsic to the data distribution.
However, this assumption could generate low-dimensional representations with classes overlapping in the presence of intra-class
similarity (partial intra-class similarity for multi-label images).
There exist supervised variants that drive t-SNE towards semantic structures defined by annotations [5, 8]. Specifically, the use of
class labels and the notion of intrinsic clusters was exploited for
embedding high-dimensional data onto low-dimensional spaces [5].
This was achieved by simply scaling-down the pairwise distances
when two elements are from the same class. Similarly, dimensionality reduction was explored using deep learning [8, 16], where
t-student distributions were considered within the hidden layers,
and supervision was added also by scaling-down distances between
elements to be known from the same class. Although these approaches seem straightforward and obtained competitive results
for single-label instances, it is unclear how to integrate them for
the case of partial relevance and multi-label images. Furthermore,
to the best of our knowledge, there are no supervised variants of
t-SNE dealing with multi-label images.
Here, we propose a new supervised approach that helps alleviate
the issues previously mentioned. Concretely, it extends t-SNE by
weighting the similarity of multi-instance images, and provides
it with the ability to generate low-dimensional representations
that are not only consistent with their semantics, but also grouped
coherently according to their visual contents. We evaluate our
approach quantitatively by performing classification and retrieval of
Mayan glyph-blocks, obtaining results with very high performance.
In particular, our approach is useful for datasets ranking in the order
of a few thousand instances, in which case the training of neural
models might be inaccurate given their high number of parameters.
The rest of this paper is organized as follows. Section 2 introduces
our proposed approach. Section 3 presents our dataset and gives
details about the specific problem we face in this work. Section 4
discusses the results obtained with our method. Finally, section 5
presents our conclusions.

set (x j ∈ X, ∀j , i), and the probabilities are estimated as,
pi |j + p j |i
pi j =
2N
where, N is the number of points in the set, and


exp −0.5∥x i − x j ∥ 2 /σi2
,

p j |i = P
2 2
k,i exp −0.5∥x i − x k ∥ /σi

2

Although the previously discussed supervised t-SNE works well
for single-labels instances, it is not applicable straightforward to
multi-label instances, where the notion of relevance is rather fuzzy.
In particular, partial relevance must be considered for instances
that share information, e.g., multi-instance images having at least
one instance in common. Here we propose a supervised approach
that helps address this scenario.
Similarly to the supervised t-SNE methods [5, 8], our approach
consists of a weighting coefficient for the distances between pairs
of point in the high-dimensional space. However, our weighting
coefficient ω is not only a single scaling factor, but rather a combination coefficient for two components that we consider in the

SUPERVISED T-SNE

In this section, we briefly recall the t-SNE formulation, and then
introduce our supervised extension for multi-label data.

2.1

t-SNE

In a nutshell, t-SNE [15] consists in the estimation of a low-dimensional
representation for a set of high-dimensional points, where, for a
given point of interest x i (namely, for every x i ∈ X), the probability
pi j of its neighborhood in the high-dimensional space, must be as
close as possible to its probability qi j in the low-dimensional space.
Here the neighborhood corresponds to all remaining points in the

(1)

(2)

where, x i represents the i-th high-dimensional vector, and σi2 is the
variance of a Gaussian centered at x i , which is used as parameter
to set the size of the neighborhood of x i .
In turn, the probability qi j in the low-dimensional space is estimated by a Student t-distribution,

 −1
1 + ∥yi − y j ∥ 2
qi j = P
,
(3)
2  −1
k,i 1 + ∥yi − yk ∥
where, yi denotes the expected low-dimensional representation for
the point of interest.
The use of a Student t-distribution in Eq. (3) results in a tighter
Gaussian, i.e., the probabilities for a given point of interest only
depend on its most local neighborhood.
Using the expressions in Eq. (1) and Eq. (3), it is possible to estimate yi by minimizing the Kullback-Leibler divergence D K L (p ∥q)
between the two probability density functions [15]. This approach
leads to non-overlapping low-dimensional clusters for classes that
are clearly separable, and the resulting low-dimensional representation can be nicely visualized in 2-D [5]. However, we will show
in sec. 4, that this approach is insufficient for multi-label images as
their classes partially share the feature space.
Nevertheless, the dimensionality reduction results can be improved by adding supervision for the case of single-label instances
[5, 8]. One easy way to achieve this, is by assigning a scaling coefficient λ to the distance between points that are known to belong
to the
 changing the numerator in Eq. (2) to
 same class. This is,
exp −0.5λ∥x i − x j ∥ 2 /σi2 , where λ < 1 if x i and x j belong to the
same class, and λ = 1 otherwise. Note that by varying the value
of λ it is possible to control the width of each class in the lowdimensional space, going from very tight clusters when λ = 0 up to
more spread clusters as λ increases. Fig. 2 shows two point clouds of
2-dimensional representations for the test instances of the MNIST
dataset [7] obtained using the base t-SNE [15] and the supervised
t-SNE [5] with λ = 0.25.

2.2

Supervised t-SNE for multi-label data
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Figure 2: 2-dimensional representations for 10,000 instances
of the MNIST test set using t-SNE [15], and supervised t-SNE
[5] with λ = 0.25.
computation of pairwise distances: distance in the feature space d f
and distance in the label space d l . Furthermore, instead of constraining its impact only to distances between points of the same class,
we apply it to each pairwise distance, since we consider partial
relevance in all cases, ranging from 0 when two images have no
elements in common, up to 1 when two images have exactly the
same type and number of elements.
More specifically, we substitute Eq. (2) by,


exp −0.5di2j /σi2

,
p j |i = P
(4)
2
2
k ,i exp −0.5dik /σi
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Figure 3: Examples of glyph-blocks. Note that some of them
contain individual signs in common. For instance, (a) with
(f), (d) with (g), (f) with (m), etc.

f

where, di j is the weighted combination of the distances di j and dil j ,
and it is computed by,
f

di, j = ωdi, j + (1 − ω) di,l j ,

0 ≤ ω ≤ 1,

(5)

where, the weight ω varies depending on whether preference is
given to the feature or label space. To comply with the previous
methods [5, 15], we also use the Euclidean distance in both spaces,
f

di, j = ∥x i − x j ∥,

di,l j = ∥li − l j ∥,

(6)

with li denoting the vector of labels corresponding to x i .
For the adequate combination of d f and d l , which exist in different spaces, it is required some type of transformation or normalization. Therefore, we rely on a normalization that scales both spaces
f
to be within the range [0, 1]. To do so, we simply divide every di j
and every dil j by the maximum from their corresponding spaces.
On our particular case study dealing with visual information, the
intuition behind the proposed combination can be regarded from
two inter-related points of view. In the first one, low-level representations x i are improved by moving them towards their respective
semantic representations li . In the second, label representations li
are added with visual cues from x i .
As we will show in sec. 4, this approach can help improve the
visualization of multi-label visual instances in low-dimensional
spaces. Furthermore, it can also improve the feature representation
of such multi-label instances in high-dimensional spaces, specially
for datasets of small and medium size which pose constrains for
the appropriate training of complex models, e.g., highly parametric
neural networks included.

3

DATA

This section provides details about the data used in this work, its
source, and the curating process for its organization.

3.1

Source

Every instance in our dataset consists in a so-called glyph-block.
This is, a set of individual glyph-signs which might correspond to
either syllabic or logogram instances [10], which happen to be the
most basic type of signs in the Maya writing system, and that are
placed together into a visual block to express complex ideas, i.e.,
sentences. On average, all glyph-block instances in our dataset are
formed by 2.4 ± 0.8 individual glyph-signs, with some glyph-blocks
having only one glyph-sign and others containing up to 6. Fig. 3
shows some examples of the glyph-blocks in our dataset.
The source for gathering these glyph-blocks corresponds to digital scans of the three surviving codices whose authenticity has
been proven [3], and that reside in museums in Madrid, Paris, and
Dresden. All instances were manually segmented by expert epigraphers as part of a larger effort, which is that of putting online a
catalog of Mayan codices available for further research, and where
relevant documentation could be added for each instance in it 1 . As
such, our particular work will provide the capability for browsing
the catalog by placing its instances on a 2-dimensional space based
on both their visual similarity and their semantic similarity.
All glyph-block instances are annotated by the sequence of
names of its individual glyph-signs, which in turn are named using
the standard T-codes [13]. T-codes, after Thompson [13], consist of
1 http://www.idiap.ch/project/maaya/
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(a) Eroded

(b) Not eroded

(c) Eroded
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(d) Not eroded

Figure 4: Examples of eroded glyph-blocks with their respective not eroded versions: T0168-T0573b-T0130 (a) eroded (b)
not eroded; T0058-T0548-T0024 (c) eroded, (d) not eroded.

unique numbers identifying individual signs, and lower case letters
indicate different variations of the same glyph-sign, e.g., T736a
denotes the first variant of sign T736. We refer to the sequence of
T-codes as T-string, and constructed them by using a hyphen ‘-’ to
separate t-codes from one another, and including the character ‘T’
at the beginning. Examples of T-strings are shown in Fig. 3.
Note that a T-string roughly indicates the location of each individual sign. More precisely, a T-string is composed following the
standard reading order of the individual glyph-signs within a block,
i.e., from left to right and from top to bottom, with the horizontal
direction having priority over the vertical direction [3]. However,
we are not aware of the specific pixel coordinates of the bounding boxes of each individual glyph-sign. Therefore, this dataset
constitutes an instance of a weakly annotated image collection.

3.2

Curating

There exist 5789 glyph-blocks in our dataset, each annotated with
its corresponding T-string, which in turn corresponds to a sequence
sampled from the existing 256 semantic classes.
For our experiments, we only used glyph-blocks whose individual instances have been fully identified by experts. However, some
instances might present high degrees of erosion, and their instances
were inferred, by epigraphers, using the visual context around them.
We included such instances in this work nevertheless. Specifically,
53 out of the 5789 images present high degrees of erosion. Fig. 4
shows two examples of glyph-blocks with and without erosion.
We represent the set of labels of each block by a vector of integer
values. This is, a 256-dimensional vector l ∈ N256 , where each dimension indicates the number of times a certain class occurs within
a glyph-block. Under such representation, the average cardinality
c of our dataset is c = 2.4 (i.e., the average number of labels per
glyph-block), which is computed by,
c=

N
1 X
|ln | ,
N n=1

(7)

where |ln | denotes the cardinality or number of labels in the n-th
vector of labels, and it is computed by,
|ln | =

256
X

ln (i) ,

labels, and then averaged across the dataset),
c
d=
.
(9)
256
While the label vector of each glyph-block is 256-dimensional,
its corresponding feature vector is 4096-dimensional. These feature
vectors correspond to the output of the fifth convolutional layer
(conv5) of the VGGnet [12]. Concretely, we used the VGGnet as
feature extractor given its proven success representing other image
collections [9]. Nevertheless, our method can be easily applied to
other image descriptors or document representations.

4

EXPERIMENTAL RESULTS

This section first explains the definition of partial relevance that
we used, and then it presents the results obtained with our method
for visualizing multi-instance Mayan hieroglyphs.
We described each glyph-block using a convolutional neural network pre-trained for classification purposes. Namely, we used the
VGGnet [12] pre-trained on the ImageNet dataset [6]. The reason
for this is the relative small size of our dataset, which ranks in the
order of a few thousand images, while common training procedures
for highly parametric models (ConvNets included) require training
sets in the order of hundreds of thousands of images [6]. This is, we
relied on knowledge transfer instead of training a highly parametric
model with the risk of under fitting [9].

4.1

Partial relevance

Since the image instances of our dataset might be only partially
similar, we require a formulation of partial relevance for the purpose
of conducting a quantitative evaluation of our method. Following
[1], we define the partial relevance of two vectors of labels l 1 and
l 2 by the quotient of the cardinality of their intersection by the
cardinality of their union. This is,
|l 1 ∩ l 2 |
,
|l 1 ∪ l 2 |
where, the cardinality of the intersection is given by,
X
min{l 1 (i), l 2 (i)}, ∀i,
|l 1 ∩ l 2 | =
r (l 1 , l 2 ) =

(10)

(11)

i

and similarly, the cardinality of the union by,
X
max{l 1 (i), l 2 (i)},
|l 1 ∪ l 2 | =

∀i,

(12)

i

and they are computed element-wise.
Using the definition in Eq. (10) to indicate partial relevance,
the computation of precision and recall follows straightforward
[1]. However, note that both of these metrics will show a slightly
different behavior with respect to the traditional case of singleinstance relevance. More precisely, the relevance score resulting
from Eq. (10) is a real number r ∈ R, 0 ≤ r ≤ 1, rather than a
binary indicator, and often it will be lower than 1 since only a few
glyph-blocks will contain the same set of individual glyph-signs.

(8)

i=1

where ln (i) denotes the number of labels in the i-th dimension of
the n-th vector of labels. Likewise, its density d is d = 9.4 × 10−3
(i.e., the number of labels per block divided by the total number of

4.2

Results in high-dimension

Table 1 shows the best performance that can be achieved with this
definition of relevance. These results are reported as the classification rate using kNN (k = 1) and the mean average precision of
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Table 1: Classification (kNN) and retrieval (mAP@10) performance obtained using the integer-valued vector of labels for
both partial relevance and distance of glyph-blocks.
kNN (k = 1)
0.899

mAP@10
0.827

Table 2: Classification (kNN) and retrieval (mAP@10) performance obtained using the output of the VGGNet (conv5).
These results correspond to the case when pairwise distance
between glyph-blocks is computed with the feature vectors
(conv5) and the relevance score with the label vectors.
kNN (k = 1)
0.252

mAP@10
0.171

the first 10 retrieved elements (mAP@10). More precisely, Table
1 shows the performance when both relevance and similarity are
computed using the label vectors, i.e., relevance is computed using Eq. (10) and similarity by computing the Euclidean distance
between the label vectors.
Note that the performance reported in Table 1 corresponds to
the scenario where only semantic information is used for retrieving
images, and not visual information has been considered yet.
In contrast to Table 1, Table 2 shows the classification and retrieval performance obtained using the feature vectors (conv5) for
estimating similarities between images, i.e., the descriptors resulting
from the VGGnet. For this, and all other experiments, the relevance
scores were computed using the label vectors and Eq. (10).
As one can see in Table 2, using the output from the ConvNet
without any added label information results in very poor performance. This is due to two reasons: (1) although the conv5 features contain several dimensions with relevant information specific
to each class in the dataset, this information has low discriminative potential among the large number of dimension of the 4096dimensional vector, specially since glyph-block instances partially
share visual information; (2) the transfer learning approach we
rely on (VGGnet pre-trained on ImageNet) was trained to describe
natural images rather than the shape patterns of the Maya writing
system. Therefore, some sort of fine tuning would be required to
improve the representation generated by the VGGnet. However,
given both, the lack of enough data and the multi-instance nature
of our dataset, its is rather difficult to train a neural network that
would give a fine tuned version of the feature vectors.
Note that the results shown in Table 1 and Table 2 were computed
on the integer-valued vector of labels and the high-dimensional
visual representation, respectively. Thus no dimensionality reduction has been performed yet, i.e., those results are shown only as
baseline when classification and retrieval are performed on the
high-dimensional data. In sec. 4.3 we will provide the results when
dimensionality reduction is computed.

4.3

Results in low-dimension

Table 3 shows the classification and retrieval performance obtained
using 2-dimensional representations estimated by our supervised
t-SNE and the combination of the label and feature vectors, which
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Table 3: Classification (kNN) and retrieval (mAP@10) performance obtained using weighted combination of conv5 and
label vectors to compute a 2-D mapping with supervised tSNE. The combination factor ω is explained in sec. 2.
ω
kNN (k = 1)
mAP@10

0.0
0.020
0.020

0.2
0.899
0.796

0.4
0.891
0.785

0.6
0.858
0.745

0.8
0.730
0.589

1.0
0.247
0.157

was computed using different values of parameter ω (Eq. (5)). Note
that ω = 0.0 corresponds to the case where the information from
the labels is used alone as feature vector, and that it provides classification and retrieval performance close to chance. This constitutes
a huge loss in performance with respect to the results obtained
using the original label vectors (Table 1). The reason for this is that
the integer-valued vector of labels is extremely sparse, such that
the low-dimensional projection results in a uniform distribution
over the 2-dimensional space.
Complementary, setting ω = 1.0 corresponds to using only conv5
as feature vectors. In this case, reducing the dimensionality of the
feature descriptors has little effect on the retrieval performance.
Namely, it drop only 0.5% for kNN and 1.4% for mAP@10, in comparison with the results shown in Table 2. Nevertheless, the performance is very low to be useful for practical purposes.
Finally, ω = 0.2 gives the combination with the highest performance, which produces a negligible drop in classification performance and 3% drop in the retrieval, as seen when comparing Table 1
with Table 3. This indicates that, combining 20% of the conv5 feature
vector with 80% of the label vector (strictly speaking, their respective Euclidean distances) produces a distance space that is adequate
for mapping high-dimensional features onto low-dimensional counterparts, i.e., the probability distribution p assumed as true by t-SNE
(Eq. (5) in this paper) is well approximated by probability q. In
practice, this confirms that adding supervision makes it possible
to compress directly to 2 dimensions while retaining most of the
relevant information, including the case of partial relevance.
The point clouds in Fig. 5 show three 2-D representations obtained using our supervised t-SNE and different values for ω. Since
our data contains multi-label instances, the color code of these
points does not indicate the class they belong to, but only a fuzzy
cue of them. More precisely, we associated each of the 256 classes
of our dataset to a color randomly chosen from a uniform distribution, and represented each glyph-block instance (i.e., 2-D point) as
the weighted average of the colors it is associated with, where the
weight for the contribution of each color (i.e., class) is the proportion of its labels to the total number of labels in the full instance.
Fig. 5a shows the point cloud corresponding to the 2-dimensional
representations obtained using ω = 0.0, which describes a uniform
distribution over the 2-D space. This is consistent with the performance close to chance shown in Table 3. In turn, Fig. 5b shows the
2-D point cloud of the representation computed using only conv5,
i.e., ω = 1.0. Although this point cloud exhibits a cluster-like structure, it is barely informative as the points are not grouped by any
type of color code structure. Contrary to these two point clouds,
the one in Fig. 5c (corresponding to ω = 0.2) presents a cluster-like
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Figure 6: Visual examples of mapping into 2D.

organization which is coherent with a color code structure, and
although it is not perfect, it is consistent with its corresponding
high performance as shown in Table 3.
In Fig. 6, we show the T-string and visual examples of 35 points
randomly sampled from the point cloud of Fig. 5c, uniformly distributed over the 2-D space. As one can see, our method discovers
2-dimensional locations based on both visual and semantic information. For instance, towards coordinates (60, 10), there are two
glyph-blocks having instances of T1. Similarly, glyph-blocks having
instances of T162 and T506 are located towards (-60, -80). Also, several glyph-blocks containing instances of T617a are placed towards
the northwest of the plot, and blocks with T130 by the northeast.
As previously mentioned, we computed partial relevance using
an integer-valued vector, which indicates the class frequency within
individual glyph-blocks. Similarly, we evaluated the impact of using
one-hot encoding vectors, which only indicate whether or not a
class is present in a glyph-block. Practically, there was no significant
difference in the results obtained using the later approach.

CONCLUSION

We presented a formulation to perform supervised dimensionality
reduction for multi-label images, which might partially share their
content, i.e., partial relevance. Our approach consist in an extension
of t-SNE, where low-level visual features are added with semantic
information. To the best of our knowledge, ours is the first work
that focuses on exploiting the potential of t-SNE for visualizing
images with multi-label annotations on a 2-dimensional space.
We evaluated this approach estimating 2-dimensional representation of images with compounds of Mayan hieroglyphs, which
exhibit multiple instances of the base components of the Maya writing system. Our results show that the proposed approach is able to
retain relevant information for low-dimensional representations of
complex shapes, as demonstrated quantitatively by several retrieval
and classification experiments. Concretely, using a combination of
80% of semantic information with 20% of visual information, it is
possible to generate 2-dimensional representations of higher quality, in comparison to their 2-dimensional counterparts generated
using either the semantic or visual information alone. Here, the
semantic information is encoded in a integer-valued vector of the
class frequency in each instance, while the visual information is obtained from a pre-trained convolutional neural network, although
other types of visual representation could be equally good.
Overall, our method was designed with the purpose of building
a digital catalog of Mayan hieroglyphs equipped with visual-based
browsing capabilities, where visual instances could be shown on a
2-dimensional space, subject to the requirement that their proximity
is a function of their similarity in visual and semantic terms.
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