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2023 Idiap Scientific Report Introduction

1 Introduction

Founded in 1991 by the State of Valais, the City of Martigny, the Ecole Polytechnique Fédérale de Lau-
sanne (EPFL), the University of Geneva, and Swisscom, the Idiap Research Institute, based in Martigny,
Switzerland, is an independent, non-profit, research foundation devoted to research, innovation, and edu-
cation in Artificial Intelligence.

Since its inception, Idiap has been an independent research institution, although academically affiliated
with EPFL and the University of Geneva. Since July 2008, Idiap and EPFL have been renewing their qua-
drennial Joint Development Plan. Idiap is supported by the Federal Government, the State of Valais, and
the City of Martigny, for 45—-50% of its annual budget, the remainder coming from competitive projects and
industry. With an initial budget in 1991 of around 0.5 MCHF, the Idiap budget is today above 16 MCHF/year.

With the objective to support Switzerland’s societal and industrial needs and innovation opportunities
and answer to global challenges that could benefit from Al, Idiap established four research programs,
which allow for targeted transfer and innovation and synergies across research groups, facilitating cross-
disciplinary research.

The Idiap research programs (RP) are Human-Al Teaming (RP1), which develops innovative Al solutions
that empower people to work effectively with Al systems, fostering human-Al collaboration and co-creation;
Sustainable and Resilient Societies (RP2), which develops solutions to anticipate and mitigate future
disruptions, foster sustainable societies, and combat disinformation; Al for Life (RP3), which harnesses
Al to advance biological understanding, develop personalized medicine, and improve health outcomes;
and Al for Everyone (RP4), which fosters inclusive Al development and empowers people from all walks
of life to contribute to and benefit from Al solutions.

Idiap pursues an active policy towards open and reproducible science, with the open-source release of
133 software libraries, which undergo a strict quality control process and clear IPR and distribution rules.
Researchers at Idiap are encouraged to publish their data through a FAIR repository. Data distribution is
centrally managed and complies with SNSF guidelines on open data as well as Swiss and EU regulations
on data protection (FADP and GDPR). The Idiap website currently offers 80 publicly available datasets.

Idiap is involved in numerous research and innovation projects at local, national and international level.
Furthermore, Idiap is very active in technology transfer, through collaboration with various industries and
through the creation and support of start-ups with its incubator IdeArk S.A.
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2 Research Programs

Idiap maintains a high density of technical expertise across complementary Al areas to be impactful at
three levels:

1. internationally, indispensable to recruit global talent, to create close scienti c links with top-tier re-
search organizations, and to produce knowledge and research outcomes to disseminate through
open-science scienti ¢ articles, code and data;

2. nationally, needed to lead and contribute to fundamental scienti ¢ projects within and across disci-
plines, to advance the state of art of Al for Society and to engage in a dialogue with both specialists
and the general public around the opportunities and risks of Al development;

3. locally, to support and anticipate the speci c needs by working with small and medium enterprises,
cantonal and city government, and communities.

To achieve the objectives mentioned above at local, national and international scale, Idiap identi ed four
broad Research Programs (RPs) whose objectives are driven by Switzerland's societal and industrial
needs and innovation opportunities. The four research programs are Human-Al Teaming (RP1), Sus-
tainable and Resilient Societies (RP2), Al for Life (RP3), and Al for Everyone (RP4). These programs
support targeted transfer and innovation and synergies across research groups.

H -Al i
uman Sustainable and Al for Life

Teaming Resilient Societies

With its four Research Programs and its technology transfer activities, Idiap continues addressing funda-
mental challenges for the future of Switzerland, such as understanding how society should mobilize to
interface with arti cial intelligence systems and ensure positive human outcomes (RP1, RP4), acting upon
the realization that climate change plays a pivotal role on setting up research priorities in arti cial intelli-
gence for a sustainable future (RP2), increasing trust in digital infrastructures and services with secure and
privacy-preserving technologies (RP2), building upon national strengths in domains like health to address
Switzerland's shifting demographic trends and strengthen the health industry ecosystem (RP1, RP3), and
acknowledging the risk of dependency on foreign technology, and that national expertise and leadership
is fundamental to mitigate such risk (knowledge and technology transfer activities). The aims and as-
sociated activities of the Research Programs align with the United Nations 2030 Agenda for sustainable
development.
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Human-Al Teaming

This research program capitalizes on the well-established expertise at Idiap on multimodal interaction. It
leverages Idiap's unique ability to undertake in-depth multidisciplinary research across verbal and nonver-
bal communication, language processing, perceptual and cognitive systems, and human-robot interaction.
The aim of this program is to expand human capabilities on several aspects (creativity, cognitive limita-
tions, collaboration, knowledge). This research program aims to improve the sensing and understanding
by machines of human activities, improve information access (e.g., through chatbots serving as on-demand
domain experts), use human feedback for improving learning systems, and use robots to assist humans in
everyday tasks at work and at home.
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Spoken language understanding

In collaboration with psychologists at the universities of Lausanne and Neuchatel, we are attempting
to predict the suitability of candidates for jobs via selection interviews. More generally, this is a spoken
language understanding problem for which current solutions use foundation models. In 2023, we were
able to show that translation can be used as an auxiliary task whilst ne-tuning such models [1], and
that large language models such as ChatGPT are not far behind the bespoke state of the art [2].

[1] M. He and P. N. Garner, “The interpreter understands your meaning: End-to-end spoken language under-
standing aided by speech translation,” in Findings of EMNLP, 2023

[2] M. He and P. N. Garner, “Can ChatGPT detect intent? evaluating large language models for spoken language
understanding,” in Interspeech, 2023

Inference of charisma from text

Previously, with colleagues at the university of Lausanne, we have shown that charismatic traits of an
individual can be inferred from text. More recently, that work has been used by colleagues in the US to
show that charisma associated with speeches can be measured in COVID-mitigating behaviour.

U. Jensen, D. Rohner, O. Bornet, et al., “Combating COVID-19 with charisma: Evidence on governor speeches
in the United States,” The Leadership Quarterly, 2023

Blizzard challenge for speech synthesis

The Blizzard challenge is an annual competition to create state-of-the-art text-to-speech synthesis sys-
tems using data supplied by the organisers. The 2023 challenge was the rst to be conducted for
the French language, and the rst in recent years to which Idiap has submitted a system. Our entry
was evaluated quite favourably, behind much larger commercial labs but ahead of other francophone
ones [1]. Some of the underlying techniques were published at the associated speech synthesis work-
shop [2].

[1] H. Chen, M. He, L. Coppieters de Gibson, et al., “The Idiap speech synthesis system for the blizzard challenge
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2023,” in Proceedings of the 18th Blizzard Challenge Workshop, 2023
[2] H. Chen and P. N. Garner, “Diffusion transformer for adaptive text-to-speech,” in Proceedings of the 12th ISCA
Speech Synthesis Workshop (SSW 12), 2023

Geometrically-consistent gaze following model

Instead of concentrating on gaze estimation in very speci c settings, we focus on the gaze-following
task—inferring people's gaze direction and 2D focus of attention—requiring a deep understanding of
scene structure and context. Traditionally, depth is crucial for Itering out salient items not visible in 3D
space along a person's 2D line of sight. However, prior works relied on depth estimated from pre-trained
models, leading to stretched and distorted 3D scenes. To overcome this, we introduced a geometrically
grounded approach using a novel depth estimation algorithm, producing geometry-preserving point
clouds. Our method learned to predict a 3D gaze vector congruent with the point cloud, enhancing 3D
Field of View (3DFoV) prediction and outperforming existing benchmarks.

Our 3D Field of View (3DFoV) high-
lights potential gaze targets, exclud-
ing objects where the depth does
not match. Gaze target predictions
in green and GT ones in red.

S. Tafasca, A. Gupta, and J.-M. Odobez, “Childplay: A new benchmark for understanding children's gaze be-
haviour,” in Proceedings of the IEEE/CVF International Conference on Computer Vision (ICCV), 2023

Geometry-aware learning and control in robotics

Data in robotics are essentially geometric. Our work leverages geometric representations for learning
and optimization problems in robotics, contributing to new advances in the use of geometric algebra
and Riemannian manifolds, demonstrated with diverse use cases from prosthetic devices to industrial
robots. We showed that algorithms initially developed for standard Euclidean data could be extended
to other manifolds while reducing the required amount of training data, effectively contributing to recent
challenges in robotics requiring both uncertainty and geometry modeling.

[1] T. Low and S. Calinon, “Geometric algebra for optimal control with applications in manipulation tasks,” IEEE
Transactions on Robotics, 2023

[2] B. Ti, A. Razmjoo, Y. Gao, et al., “A geometric optimal control approach for imitation and generalization of
manipulation skills,” Robotics and Autonomous Systems, 2023

Robustness of machine learning models

A key activity in the machine learning group at Idiap is to study robustness and reliability of models
when they are applied on cases outside their training data. This is also known as their out-of-distribution
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(OOD) performance. In a paper presented at the NeurlPS conference [1], we established that OOD
performance could not be reliably predicted from the traditional in-distribution performance, contrary
to common practice. This fundamental nding has important practical implications for assessing the
reliability of models before their deployment on real applications.

Images on the left show examples of data used to diagnose
biases in learned models. For example, a model trained to
recognize geometric shapes (above) tends by default to rely
on color instead of the shape's contours, since color is easier
to identify. Similarly, a model trained to process face images
may focus on age, gender, or ethinicity even when these at-
tributes are not those we intend to capture. We developed
methods to help detect and address such problematic situa-
tions [2].

[1] D. Teney, Y. Lin, S. J. Oh, et al., “ID and OOD performance are sometimes inversely correlated on real-world
datasets,” in Advances in Neural Information Processing Systems (NeurlPS), 2023

[2] L. Scimeca, A. Rubinstein, A. M. Nicolicioiu, et al., “Leveraging diffusion disentangled representations to
mitigate shortcuts in underspeci ed visual tasks,” in Workshop on Diffusion Models at NeurlPS, 2023

Tensor factorization for robotics

Our work considers the use of tensor train, more broadly known as tensor network, as a model to
separate variables and functions, which are organized in arrays of more than 2 dimensions. This
approach extends standard low-rank matrix factorization, such as singular value decomposition, to
arrays of higher dimensions, which has the important merit of working with a low quantity of training
data. In contrast to standard factorization techniques based on linear algebra (using data organized as
matrices and vectors), we showed that tensor trains allows the robot to process data in a multilinear
fashion. We leverage this principle in impactful problems in robotics, including timely challenges in
robot manipulation learning and optimization.

S. Shetty, T. S. Lembono, T. Léw, et al., “Tensor train for global optimization problems in robotics,” International
Journal of Robotics Research, p. 25, 2023

Multimodal behavior analysis and robotics

Gaze analytics. We have investigated methods for building user-speci ¢ 3D gaze direction prediction
models from user samples, as well as designing a fully unsupervised gaze representation learning ap-
proach allowing to leverage internet-scale data, by jointly learning a gaze representation network and
gaze redirection network only from pairs of eye images.

Audio analysis. We also recently studied different DNN architectures and unsupervised methods for
sound processing: ef cient multi-task approach for the joint localization and categorization (speech vs
non-speech) of multiple sources from a microphone array (see left gure below).

Multitask and Kernel approach for Learning to Push Objects. Pushing, a vital motor skill for manipu-
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